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Abstract—As technology scales below 32 nm, manufacturers began to integrate both CPU and GPU cores in a single chip, i.e.,
single-chip heterogeneous processor (SCHP), to improve the throughput of emerging applications. In SCHPs, the CPU and the GPU
share the total chip power budget while satisfying their own power constraints, respectively. Consequently, to maximize the overall
throughput and/or power efficiency, both power budget and workload should be judiciously allocated to the CPU and the GPU. In this
paper, we first demonstrate that optimal allocation of power budget and workload to the CPU and the GPU can provide 13 percent
higher throughput than the optimal allocation of workload alone for a single-program workload scenario. Second, we also demonstrate
that asymmetric power allocation considering per-program characteristics for a multi-programmed workload scenario can provide
9 percent higher throughput or 24 percent higher power efficiency than the even power allocation per program depending on the
optimization objective. Last, we propose effective runtime algorithms that can determine near-optimal or optimal combinations of
workload and power budget partitioning for both single- and multi-programmed workload scenarios; the runtime algorithms can achieve
96 and 99 percent of the maximum achievable throughput within 5-8 and 3-5 kernel invocations for single- and multi-programmed
workload cases, respectively.
Index Terms—Single-chip heterogeneous processor, GPU, dynamic voltage and frequency scaling, runtime system, multicores
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INTRODUCTION

T

ECHNOLOGY scaling has reduced the area, delay, and
power consumption of CMOS devices, allowing manufacturers to integrate more transistors per chip. With more
transistors available for integration, manufacturers have
introduced multi- and many-core processors that exploit
thread- and application-level parallelism to satisfy the everincreasing performance demands for emerging applications. With this approach, however, the number of cores per
chip is often limited by power and thermal constraints that
do not scale with technology scaling [1], [2], [3]. This in turn
will eventually limit the maximum performance that can be
delivered by future many-core processors. Thus, improving
power efficiency has become one of the most critical design
goals for high-performance many-core processors.
To maximize power efficiency, single-chip heterogeneous processors (SCHPs), which are comprised of various
types of processing elements such as CPUs, GPUs, and
accelerators, have been widely adopted by all computing
segments [4]. Typically, the parallel portions of computeintensive workloads execute on the GPU, and the serial portions on the CPU. Besides, CPUs often provide much higher
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performance than GPUs when executing codes with irregular and complex data and control dependence. Integrating
both CPU and GPU cores onto a single chip can greatly
reduce the performance and energy penalties incurred by
communications between them. This reduction will be more
pronounced as the number of CPU and GPU cores placed
on a chip continues to increase in the foreseeable future
with technology scaling.
Recent studies demonstrate that workload partitioning
between the CPU and the GPU can improve the overall
throughput or power efficiency of a multi-chip heterogeneous computing system (comprised of discrete CPU and
GPU components) [5], [6], [7], [8], [9]. Such workload partitioning can also improve the overall throughput of SCHPs.
However, the CPU and GPU must share a chip power budget due to their integration on a single chip, and the CPU or
GPU must also satisfy its own power constraint due to thermal and reliability constraints. The relative performance of
a CPU or GPU is often proportional to its power consumption (i.e., assigned power), yet the CPU and GPU exhibit different performance and power efficiency depending on the
characteristics of the executed workload. Therefore, a joint
optimization of both workload and power budget partitioning between the CPU and the GPU can help to increase the
overall throughput and/or power efficiency of SCHPs.
Note that in current SCHPs neither the CPU nor the GPU
can consume the entire chip power budget. In other words,
the power budget of the CPU or GPU alone is always lower
than the power budget of the entire SCHP. Hence, assigning
the entire workload to either the CPU or GPU is not an
effective way to maximize the overall throughput of SCHPs.
This paper proposes workload-aware optimal power
allocation schemes on an SCHP with separate voltage/
frequency (V/F) domains for the CPU and the GPU. We
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first investigate optimal workload and power budget partitioning for single-programmed workloads and introduce
an effective runtime algorithm that finds a (near-)optimal
V/F configuration. Then we extend it to multi-programmed
workloads assuming the CPU with per-core dynamic V/F
scaling (DVFS) and the GPU with two independent V/F
domains. Since different programs exhibit non-uniform
performance sensitivities to operating frequencies (hence
allocated power budget), it is necessary to search for an
optimal V/F setting at runtime by considering both workload characteristics and evaluation metrics.
In summary, this paper makes the following contributions:


We demonstrate that a joint optimization of both
workload and power budget partitioning between
the CPU and the GPU can lead to considerably
higher throughput for single-programmed workloads than optimization of workload partitioning
alone with fixed power budget allocations to the
CPU and GPU.
 We analyze potential throughput improvement of
adaptive, workload-aware power allocation schemes
for multi-programmed workloads. We find that the
optimal V/F settings for the CPU and the GPU vary
greatly depending on program characteristics and
evaluation metrics.
 We propose an effective runtime algorithm that can
determine (near-)optimal workload and power budget partitioning for single-programmed workload
within a small number of kernel invocations. The
runtime algorithm, which can be integrated with the
OpenCL runtime layer, exploits the runtime power
efficiency ratio between the CPU and the GPU when
executing a given workload.
 We propose and evaluate two runtime algorithms
that can maximize throughput and power efficiency,
respectively, by determining optimal V/F settings
for multiple programs running concurrently.
The rest of the paper is organized as follows. Section 2
presents background on SCHPs. Section 3 describes our
experimental methodology. Sections 4 and 5 demonstrate the
potential throughput and power efficiency improvements
achieved by joint optimization of workload and power budget partitioning for single- and multi-programmed workloads, respectively. Section 6 describes our proposed runtime
algorithms and evaluates their effectiveness. Section 7 discusses related work, and Section 8 concludes this paper.

2

BACKGROUND

OpenCL extends C to provide a language to access and manage heterogeneous computational resources [7]. OpenCL is
designed to efficiently support parallel execution on single
or multiple programmable processors (e.g., GPUs, CPUs,
DSPs, FPGAs) using a data- and task-parallel computing
model. OpenCL allows any processors in the computing
system to act as peers by abstracting the specifics of the
underlying hardware. The software stack of OpenCL is composed of: (i) a platform layer that queries and selects
compute devices (e.g., CPUs and GPUs) in the platform, initializes the compute device(s), and creates compute contexts

Fig. 1. Block diagram of a SCHP comprised of CPU and GPU cores. The
memory controllers (MCs) are shared by both the CPU and GPU cores.

and work-queues; (ii) a runtime layer that manages computational resources and executes compute kernels; and (iii) a
compiler that supports a subset of ISO C99 with appropriate
language extensions and compiles/builds executable compute kernels online or offline.
Fig. 1 shows a block diagram of an SCHP, similar to processors from AMD and Intel. For example, AMD’s Llano
APU integrates four x86 Stars CPU cores and 80 VLIW-5
Radeon GPU cores in a single chip in 32 nm technology
[10]. Each CPU core supports out-of-order execution and
has a 1 MB L2 cache. Each GPU core is comprised of four
stream cores, a special-function stream core, a branch unit,
and a register file. The CPU and GPU cores share two DDR3
1,866 memory controllers (MCs) and the chip-level power
budget of 100 W [10].
For efficient power management, SCHPs typically support separate voltage/frequency (V/F) domains for the
CPU and GPU cores. They also provide power-gating (PG)
devices for each CPU and GPU core (or each group of GPU
cores). These two features allow an SCHP to dynamically
allocate its total power budget between the CPU and the
GPU under the chip power constraints [11], [4].
Traditionally, dynamic voltage/frequency scaling
(DVFS) has been widely used to optimize performance
under a power constraint [12]. However, as multi-/manycore processors running multiple threads and/or applications emerge, dynamically varying the number of on/off (or
active/inactive) cores based on the degree of parallelism
and/or problem size in the application can also provide
opportunities to optimize performance under a power constraint. This is known as dynamic core scaling (DCS) [13],
[14]. It has been demonstrated that the DCS can be effectively combined with DVFS (i.e., providing dynamic
voltage/frequency/core scaling (DVFCS)) to optimize performance in multi-threaded and multi-programmed applications. This paper extends [13], [14] by applying DVFCS in
a single-chip heterogeneous computing environment, in
which both the workload and chip power budget are
partitioned across the CPU and GPU to maximize the
overall throughput.
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TABLE 1
Key Configuration Parameters for Our Single-Chip Heterogeneous Processor
# of CPU cores
CPU freq / volt
CPU core fetch / issue / retire
CPU IL1 and DL1
CPU L2 per core
CPU store buffer
CPU core BTB
CPU branch mis-pred. penalty
CPU MSHR
Memory freq

3

4
1.67-3.44 GHz/0.72-0.99 V
4/4/4
64 KB/2-way/64 B 2 cycles
1 MB/16-way/64 B 20 cycles
16 per core
8 K/4-Way per core
14 cycles
20 per core
1,866 MHz (DDR3)

EXPERIMENTAL METHODOLOGY

3.1 Baseline Processor Configuration
In this study, the CPU and GPU are integrated into a single
chip and share common MCs to service memory access
requests from both the CPU and GPU. Because this leads to
memory access contentions, it is critical to build a detailed
cycle-level simulator to accurately model the effects of the
shared main memory bandwidth between the CPU and
GPU, as well as the memory access contentions. Our integrated simulator infrastructure has been developed based
on widely-used simulators: gem5 [15] and GPGPU-Sim [16]
for modeling the CPU and GPU, respectively. Wang et al.
provide more details about the simulator [7].
To model the interactions at the MCs, we use a shared
memory programming model in the Linux OS. In our study,
the CPU and GPU execute data-parallel threads from the
same compute kernel, but on statically partitioned datasets.
As in the current AMD Llano APU architecture [10], the CPU
and GPU caches do not maintain an explicit coherence protocol. Defining a GPU memory hole in the memory map of the
CPU, and having all the data that the GPU may access lie in
the (physically mapped) memory hole, eliminates the need
for coherence mechanisms; while the CPU cores have separate L1 and L2 caches that are coherent with main memory,
the GPU cores have private L1 caches that only support a
weak consistency model. The memory access scheduler at
the MC adopts First-Ready First-Come-First-Served (FRFCFS) policy [17] with per-bank front-end buffers
We configure our simulator to model an SCHP with four
CPU cores. We set the number of GPU SMs based on a
recent discrete GPU; NVIDIA’s GT260M, which has a similar peak throughput as the GPUs integrated in Intel’s and
AMD’s SCHPs. The GT260M has 12 SMs with 396GFLOPs
of throughput and consumes 38 W at the nominal operating
V/F [18]. Table 1 summarizes the key configuration
parameters.
We assume that the total chip power budget allowed for
both the CPU and GPU is 100 W. To model CPU and GPU
power consumption, we first apply the configuration parameters from Table 1 to the CPU and GPU power models from
[19] and [20], respectively. This allows us to calculate the
ratio between dynamic and leakage power of CPU cores and
GPU SMs at nominal VDD (0.9 V). Following the modeling
methodology presented in [13], we obtain the frequency
and leakage scaling factors by estimating the delay of a
24-stage FO4 inverter chain and a dummy leakage circuit

# of GPU SMs / V/F domains
GPU freq / volt
GPU # of registers per SM
GPU # of threads per SM
GPU # of CTAs per SM
GPU L1$ per SM
GPU SIMD Width
GPU Warp Size
GPU branch divergence
# of MC / scheduling policy

12 / 2
350-710 MHz/0.72-0.99 V
16,384
1,024
8
32 KB
8
32
Immediate post dominator
2/FR-FCFS

that includes a large number of NOT (50 percent), NAND
(30 percent), and NOR (20 percent) gates using SPICE and a
32 nm technology model [21] at different VDD levels.
With (i) the ratio between dynamic and leakage power at
the nominal VDD, (ii) frequency and leakage scaling factors
as functions of voltage, and (iii) the known power consumption of the CPU and GPU at the nominal VDD, we can calculate the power consumption of the CPU and GPU as a
function of V/F and the number of active CPU cores and
GPU SMs; Table 2 tabulates the frequency and power consumption of a CPU core and a GPU SM for different voltages.
Considering such an SCHP under power constraints, we
establish four initial evaluation configurations for the single
programmed workload: (i) GPU-oriented, (ii) CPU-oriented,
(iii) GPU-only, and (iv) CPU-only. Configurations (i) and (ii)
allocate more power budget to the GPU and CPU, respectively, while configurations (iii) and (iv) use only either the
GPU or the CPU in the SCHP. In configuration (i), three
CPU cores at 0.9V/2.9 GHz and 12 SMs at 0.9V/600 MHz
are active and consume 60 and 40 W, respectively. In configuration (ii), 4 CPU cores at 0.9 V/2.9 GHz and 6 SMs at
0.9 V/600 MHz are active and consume 80 and 20 W,
respectively. In configuration (iii) only 12 SMs are active
and consume 40 W 0.9 V/600 MHz. In configuration (iv),
4 CPU cores are active and consume 80 W at 0.9 V/2.9 GHz.
The maximum power consumption allowed is 80 W for the
CPU and 63 W for the GPU. This occurs by running the
CPU/GPU at 0.99 V, the maximum voltage allowed under
thermal and reliability constraints.

TABLE 2
Voltage versus Frequency and Power Consumption
of a CPU Core and GPU SM
Voltage (V)
0.72
0.75
0.78
0.81
0.84
0.87
0.90
0.93
0.96
0.99

Freq (GHz)

Power (Watts)

CPU

GPU

CPU

GPU

1.67
1.89
2.09
2.31
2.51
2.70
2.90
3.07
3.26
3.44

0.35
0.39
0.43
0.48
0.52
0.56
0.60
0.64
0.68
0.71

7.1
8.7
10.4
12.4
14.6
17.1
20.0
23.2
27.0
31.4

1.2
1.4
1.7
2.1
2.4
2.8
3.3
3.9
4.5
5.2
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TABLE 3
The Full Name of Each Benchmark, its Corresponding
Abbreviation, and its Input Data Size
Benchmark
Back Propagation
Breadth-First Search
CFD Solver
Heart Wall Tracking
HotSpot
Leukocyte Tracking
LU Decomposition
Needleman-Wunsch
K-means
SRAD

Abbrev.

Input Data Size

BPR
BFS
CFD
HWT
HOT
LKT
LUD
NW
KMN
SRAD

131,072 input nodes
1,000,000 nodes
200k elements
609  590 pixels / frame
1,024  1,024 data points
480  640 pixels / frame
512  512 data points
2,048  2,048 data points
204,800 points, 34 features
2,048  2,048 data points

In this paper, we assume that the power consumption
of other on-chip components (e.g., I/O, MCs, and other
peripheral components), which are connected to different
power domains, is constant regardless of V/F and the number of active CPU cores and GPU SMs; we only consider the
power consumption of the CPU and GPU after excluding
this fixed power component for the total chip power budget
and consumption.

3.2 Evaluated Workloads
We use 10 benchmarks (Back Propagation, Breadth-First
Search, CFD Solver, Heart Wall Tracking, HotSpot, Leukocyte
Tracking, LU Decomposition, Needleman-Wunsch, K-means,
and SRAD) from Rodinia, a benchmark suite for heterogeneous computing covering a wide range of parallel communication patterns and synchronization techniques [22]. The
abbreviation for each benchmark and its input data sizes are
described in Table 3.
Each benchmark is either an application executing one
or several parallel kernels many times, or a kernel that is
called iteratively in real applications. For example, CFD
Solver, which is the first case, executes two kernels
2,000 times by default; and HotSpot, which corresponds
to the second case, updates the temperature profile for
one small time step, and should be called iteratively to
estimate the processor temperature based on a simulated
power trace for a certain period of time. Because the parallel code portions of the program dominate the total execution time, we focus on improving the throughput of the
parallel code portions, or kernels. These parallel kernels
are written in CUDA or OpenCL for the GPU and in
OpenMP for the CPU.

4
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OPTIMIZING SINGLE-PROGRAMMED
WORKLOADS

4.1 The Need to Use Both the CPU and GPU
In an SCHP, a proper partitioning of the single programmed
workload between the CPU and the GPU can improve overall throughput. There are two reasons for this. First, the performance of the CPU (or GPU) varies based on its power
consumption when DVFS is employed. Second, the CPU (or
GPU) alone cannot consume the total chip power budget
due to its thermal and/or maximum voltage constraints.
Consequently, the CPU and GPU should operate in parallel to consume the entire chip power budget and thus maximize overall application throughput. To adjust the power
allocation between the CPU and the GPU within the chip
power budget, we explore two options: (i) dynamic core scaling enabled by per-core and per-SM PG devices and
(ii) dynamic voltage/frequency scaling enabled by two separate V/F domains; one for the CPU and one for the GPU.
Under such conditions, instead of assigning all the work
(i.e., threads) to the GPU, whose maximum throughput is
limited by its power constraint (i.e., 63 W in our baseline),
we can assign some work to the CPU such that the remaining chip power budget (i.e., 37 W out of 100 W in our baseline) can be fully used to maximize the overall throughput.
For the DCS option, all 12 GPU SMs are active and consume
40 W while only three CPU cores operating at the nominal
V/F consume 60 W. Alternatively, four CPU cores can consume 60 W at lower V/F, leaving 40 W for the GPU.
4.2 Power Allocation through DCS
Fig. 2 plots the maximum throughput of different SCHP
configurations for all the benchmarks we examine. For
CPU- and GPU-oriented configurations, we simulated 16
workload partitioning points (i.e., from 6.25 to 100 percent
of the workload assigned to the GPU) for each benchmark,
and pick the percentage value that maximizes throughput.
To facilitate exploration of huge configuration space, we
make the simplifying assumption that the workload can be
partitioned at a thread (or loop iteration) granularity. Even
if we partition the workload at a coarser granularity (e.g.,
thread blocks), its impact will be marginal, as we assume a
large input data size with many thread blocks to fully saturate the hardware resources. Table 4 tabulates the optimal
percentage values for all the benchmarks.
The throughputs in Fig. 2 are normalized to that of the
GPU-only configuration in which all the CPU cores are

Fig. 2. Throughput of different SCHP configurations with fixed power budgets. Throughput is normalized to GPU-only.
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TABLE 4
Percentage of Workload Assigned to GPU to Optimize
the Throughput of Each Configuration
Benchmark
BPR
BFS
CFD
HWT
HOT

CPUoriented
56.3%
43.8%
37.5%
62.5%
43.8%

GPUoriented
81.3%
68.8%
62.5%
81.3%
68.8%

Benchmark
LKT
LUD
NW
KMN
SRAD

CPUoriented
81.3%
87.5%
87.5%
68.8%
43.8%

GPUoriented
93.8%
93.8%
93.8%
81.3%
68.8%

disabled and all GPU SMs are active. On average (using the
geometric mean), the GPU-oriented configuration, which
uses the full power budget of the SCHP, exhibits 27 percent
higher throughput than the GPU-only configuration. In
comparison, the CPU-oriented configuration, which also
uses the full power budget of the heterogeneous processor,
has 7 percent lower throughput than the GPU-only configuration. The CPU- and GPU-oriented configurations show
177 and 278 percent higher throughput than the CPU-only
configuration, respectively. This supports our earlier argument: to maximize the throughput of an SCHP, the workload should be partitioned between the CPU and the GPU
and executed using both the CPU and GPU.

4.3 Power Budget Partitioning Using DVFCS
Figs. 3a and 3b plot the relative execution time versus the
percentage of work assigned to the GPU for HotSpot and
Heartwall, respectively. These benchmarks are chosen
because the optimal percentage of work assigned to the
GPU of the remaining benchmarks is between those of these
two benchmarks. In addition to the CPU- and GPU-oriented
configurations, we apply DVFS and DCS simultaneously
(i.e., DVFCS). This allows us to explore more fine-grain
power allocations between the CPU and the GPU depending on the workload characteristics.
For DVFCS at each workload partitioning point, we initially perform an exhaustive search for all possible combinations of (i) V/F of the CPU and GPU and (ii) the number of
active CPU cores and GPU SMs, while satisfying the chip,
CPU, and GPU power constraints. In HotSpot, the highest
throughput is achieved with 68.75 percent of the work
assigned to 12 active GPU SMs operating at 0.96 V/680 MHz
and consuming 54.1 W. The rest of the work (31.25 percent)
is assigned to four active CPU cores operating at
0.78 V/2.09 GHz and consuming 41.5 W. In Heartwall, the
highest throughput is achieved with 87.5 percent of the work
assigned to 12 active GPU SMs operating at 0.99 V/710 MHz
and consuming 62.8 W. The rest of the work (12.5 percent)
is assigned to four active CPU cores operating at
0.75 V/1.89 GHz and consuming 34.2 W.
In both HotSpot and Heartwall, the minimum execution
time (i.e., maximum throughput) is achieved when both the
CPU and GPU finish the assigned work approximately at
the same time because the total execution time of an SCHP
is the maximum of the CPU and GPU execution times. In
other words, one finishing the given work much earlier
than the other leads to worse performance since all the
available resources and power budget are not fully and efficiently utilized. The optimal DVFCS configurations provide

Fig. 3. Execution time versus percentage of work assigned to the GPU.

13 and 54 percent higher throughput than the GPUand CPU-oriented configurations, respectively, while using
lower V/F for the CPU and allocating more power to the
GPU to make it run faster than either the CPU- or GPUoriented configurations. Depending on how efficiently the
CPU and GPU can each process a given workload, the optimal configuration assigns more work (and thus more
power) to either the CPU or GPU. Note that the “optimal”
DVFCS configuration may perform worse than either CPUor GPU-oriented configuration if the workload partition is
suboptimal. This clearly demonstrates that proper partitioning of both workload and power budget based on workload
characteristics is a key to maximize the overall throughput.
Fig. 4 shows the throughput improvement with optimal
DVFCS for all the benchmarks we examine. The throughput
is normalized to the GPU-oriented configuration. Compared
to the results of the optimal workload partitioning under the
fixed power budget for the CPU and GPU (i.e., the CPUand GPU-oriented configurations), the joint optimization of
workload and power budget partitioning delivers up to
19 percent (and on average 13 percent) higher throughput
than the GPU-oriented configuration, and up to 94 percent
(and on average and 54 percent) higher throughput than the
CPU-oriented configuration. Table 5 summarizes the optimal percentage of work assigned to the GPU and the optimal processor configurations (i.e., the number of active
CPU cores and GPU SMs, and the operating V/F and power
consumption of the CPU and GPU) for all the benchmarks.
In columns (2) to (5) of Table 5, the numbers in parenthesis
are the value for the GPU.
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Fig. 4. Throughput improvement with fixed power budgets and optimal DVFCS. Throughput is normalized to GPU-Oriented.

4.4

Insight into Joint Optimization on Workload
and Power Budget Partitioning Using DVFCS
To gain insight into developing an effective runtime DVFCS
algorithm that can determine the optimal configurations
(i.e., the optimal percentage of work to assign to the GPU,
number of active CPU cores and GPU SMs, and their V/F
values), we plot the power efficiency ratio of the CPU to the
GPU for the different configurations used to generate Fig. 4.
We define power efficiency at the optimal workload partitioning point, where both the CPU and GPU exhibit the
same execution time for a given workload, as follows:
PEFF
PEFF

CPU
GPU

¼

WCPU =PCPU ðVCPU ; FCPU ; NCPU Þ
WGPU =PGPU ðVGPU ; FGPU ; NGPU Þ

(1)

where PEFF_CPU and PEFF_GPU are the power efficiency of the
CPU and GPU; WCPU and WGPU are the percentage of work
assigned to the CPU and GPU; and PCPU and PGPU are the
power consumption of the CPU and GPU as a function of
the number of active CPU cores and GPU SMs (NCPU and
NGPU) and their V/F values (VCPU /FCPU and VGPU /FGPU).
As we can observe from the results shown in Fig. 5, the
power efficiency ratios are very low for the CPU- and GPUoriented configurations; on average 0.14 for both configurations. Such a low ratio indicates that the CPU is using its
power less efficiently than the GPU, and therefore more
power should be shifted to GPU so that the SCHP can use
the limited power budget more efficiently to improve
overall throughput. As the CPU operates at lower V/F to
allocate more power to the GPU, it becomes more
TABLE 5
Optimal (1) Percentage of Work Assigned to the GPU,
(2) Number of CPU Cores (GPU SMs), (3) Voltage in Volts,
(4) Frequency in GHz, and (5) Power Consumption
of the CPU (GPU) in Watts

BPR
BFS
CFD
HWT
HOT
LKT
LUD
NW
KMN
SRAD

(1)

(2)

(3)

(4)

(5)

81.3
68.8
68.8
87.5
68.8
93.8
93.8
93.8
87.5
75.0

4(12)
4(12)
4(12)
3(12)
4(12)
3(12)
2(12)
3(12)
3(12)
3(12)

0.78(0.96)
0.78(0.96)
0.75(0.99)
0.75(0.99)
0.78(0.96)
0.78(0.99)
0.87(0.99)
0.78(0.99)
0.78(0.99)
0.81(0.99)

2.09(0.68)
2.09(0.68)
1.89(0.71)
1.89(0.71)
2.09(0.68)
2.09(0.71)
2.70(0.71)
2.09(0.71)
2.09(0.71)
2.31(0.71)

41(54)
41(54)
34(63)
26(63)
41(54)
31(63)
34(63)
31(63)
31(63)
37(63)

power-efficient. Note that power efficiency increases as the
operating voltage decreases. This is because power is reduced
super-linearly while frequency (and the performance of
compute-bound applications) is degraded close to linearly.
On the other hand, as the GPU shifts to a higher V/F
operating point by exploiting the power transferred from
the CPU, the power efficiency of the GPU decreases. After
the DVFCS optimization, we observe that the power efficiency ratios significantly improve. We note that throughput can be maximized by allocating more power from a less
power-efficient device to a more power-efficient device.
This increases the power efficiency ratio; the average power
efficiency ratio with the optimal DVFCS is increased from
0.14 to 0.34. Theoretically, the optimal DVFCS technique
should perfectly balance the power efficiency between the
CPU and GPU, but (i) the limited V/F levels due to the minimum operating V/F constraint for the CPU and the maximum operating V/F constraint for the GPU, (ii) discrete
V/F levels, and (iii) discrete workload partitioning points
prevent the optimal DVFCS from reaching the perfectly balanced point (i.e., a power efficiency ratio of 1.0) in Fig. 5.
The key point is that the CPU and GPU have different
performance and power efficiency characteristics that
scale differently based on workload characteristics when
varying V/F levels, the number of CPU cores, and the
number of GPU SMs. This provides the opportunity to
improve the overall throughput of power-constrained
SCHPs through DVFCS. Furthermore, comparing the
power efficiency of the CPU and GPU provides a promising basis for an effective runtime DVFCS algorithm for
workload and power budget partitioning that does not
need to collect instruction-level statistics.

5

OPTIMIZING MULTI-PROGRAMMED WORKLOADS

Recently, GPU performance has improved more rapidly
than CPU performance on SCHPs. For example, Apple’s
A8X system-on-a-chip (SoC) has 2.5 times GPU performance compared to its predecessor (A7), while improving
CPU performance only by a factor of 1.4 [23]. This trend is
likely to continue due to growing performance demands
from data-parallel applications on both mobile and desktop
platforms. To efficiently utilize GPU resources, future GPUs
will support device fission (i.e., dividing one device into
one or more sub-devices to run multiple kernels concurrently) [24]. This section investigates optimal workload partitioning for multi-programmed workloads.
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Fig. 5. Power efficiency ratio of the CPU to the GPU for different processor configurations.

5.1 Methodology
Platform. As a simple realization of device fission, we adopt
a static partitioning method of the GPU into two groups of
GPU cores (i.e., SMs) and assign an independent V/F
domain for each group. Specifically, we assumed an SCHP
has four CPU cores and two GPU SM groups, each of which
has six SMs. Also, to maximize power efficiency, we assume
each CPU core is supported by its own V/F domain. For the
rest of this paper, we will use this SCHP as our baseline.
To run a multi-programmed workload, we create two
GPGPU-Sim instances and a gem5 instance. Each GPGPUSim instance corresponds to an SM group with a separate set
of request and response queues to communicate with gem5
for memory accesses. By controlling ticks for each GPGPUSim instance, we can model per-SM group V/F domains.
Power model. For multi-programmed workloads, we calculate the power consumption of the CPU and the GPU as a
function of V/F as in Section 3.1 Baseline Processor Configuration. Assuming two programs running concurrently, the
baseline configuration allocates hardware and power
resources equally to both programs. With the total power
budget of 100 W, one program run on six GPU SMs operating in tandem at 0.93 V/0.64 GHz (consuming 23.4 W), and
two CPU cores at 0.81 V/2.31 GHz (consuming 24.8 W). The
total power budget is almost equally allocated for both the
CPU and the GPU with 49.6 W for four CPU cores and
46.8 W for 12 GPU SMs. Hence, each program can use
48.2 W, and the total power consumption to 96.4 W.
Dividing the GPU into two V/F domains allows one
GPU SM group to run at higher V/F than 0.99 V/0.71 GHz
(i.e., the maximum V/F in Table 1), if the other SM group
runs at lower V/F. For example, if an SM group consumes
23.4 W at 0.93 V/0.64 GHz, 39.6 W is available for the other
SM group. Without exceeding the entire GPU power budget
of 63 W, the latter can safely consume 39.3 W at 1.05 V/
0.80 GHz. Thus, we increase the maximum V/F for a SM
group from 0.99 V/0.71 GHz to 1.05 V/0.80 GHz. Now
12 V/F levels are available for the GPU with maximum
power consumption of 6.55 W for each SM.
Workloads. To create multi-programmed workloads with
two programs, we choose six benchmarks (Breadth-First
Search, Heartwall, HotSpot, K-means, Needleman-Wunsch,
and SRAD) with three compute-bound ones (Breadth-First
Search, Heartwall, and SRAD) and three memory-bound
ones (K-means, Hotspot, and Needleman-Wunsch). Then,
we create 15 multi-programmed workloads (1) by taking
one from each group (nine workloads) and (2) by taking distinct two within each group (six workloads). As a

throughput measure we use (loop) iterations per second
(IPS) to calculate the combined throughput for a program
running across CPU and GPU. As a power efficiency measure we use IPS per Watt. For both metrics we report figures
normalized to the baseline configuration.

5.2 Workload-Aware Asymetric Power Allocation
for Multi-Programmed Workloads
Multiple V/F domains enable independent operating frequency settings for CPU cores and GPU SM groups in an
SCHP. This introduces an optimization problem of allocating the chip power budget across processing elements while
maximizing the overall throughput or power efficiency. An
optimal power allocation depends on the characteristics of a
given set of programs since different programs have nonuniform performance sensitivities to changes in allocated
power budget (i.e., the number and types of processing elements and their V/F setting). It is also affected by the evaluation metric (e.g., throughput versus throughput/Watt).
In a multi-programmed environment the chip-level
power budget should be allocated to programs running concurrently. By exploiting different performance sensitivity to
allocated power budget, we can find optimal, possibly
asymmetric, V/F settings that can maximize overall
throughput or throughput/Watt. In general, the throughput
of a compute-bound program increases more rapidly than a
memory-bound program as the allocated power budget
increases. Thus, increasing power allocation for the CPU
and/or GPU cores that execute the memory-bound program does not benefit as much as the compute-bound program since the shared memory system becomes a
throughput bottleneck.
Once per-program power budget is determined, there is
another level of power budget allocation between CPU
cores and GPU SMs running the same program. If a program has complex data dependences and control flows, it is
likely to run more efficiently on the CPU, hence more power
budget should be allocated to the CPU; if a program has
abundant data-level parallelism, more power budget should
be allocated to the GPU. As in the single-programmed case,
even if a program is suitable for either a CPU or a GPU, neither of them can consume the entire chip power budget,
due to thermal and reliability constraints and thus distributing the workload on both the CPU and the GPU leads to
higher throughput. Hence, it is highly desirable to dynamically allocate the chip power budget by considering the
characteristics of individual programs.
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5.3

Potential Benefit of Workload-Aware
Power Allocation
To demonstrate the potential benefit of workload-aware,
asymmetric power allocation among programs, we create
15 workloads, each of which consists of two programs from
one of the two benchmark groups: compute-bound (C), and
memory-bound (M). A benchmark is classified as either
compute- or memory-bound based on how well its throughput scales as V/F goes up. If a benchmark scales relatively
well in comparison to other benchmarks, it is computebound; otherwise, it is memory-bound. For those multiprogrammed workloads one program uses a half of the
available computing resources for execution, two CPU cores
and one GPU SM group (six SMs). Although simplistic, this
assumption enables us to gain an insight into an optimal
power budget and workload partitioning problem without
exploding exploration space. Moreover, supporting additional V/F domains for the GPU would incur significant
hardware overhead, which is less practical.
We evaluate the performance using two metrics: IPS for
throughput and IPS per Watt (IPS/Watt) for power efficiency. Both numbers are normalized to the corresponding
numbers with the baseline in Section 5.1 Methodology. We
use IPS, instead of instructions per cycle (IPC), since we
need to calculate combined throughput for a program
across both CPU and GPU to compare relative overall
throughput improvement of the two concurrent programs.
To find the optimal power allocation between two programs, we perform an exhaustive search for all of the 15
workloads. The results are summarized in Table 6. All of
the six benchmark programs we use for evaluation have
ample data-level parallelism to favor the GPU over the
CPU. However, a single GPU group cannot use more than
39.3 W (at 1.05 V/0.80 GHz) due to its power constraint.
Thus, it is beneficial to exploit the unused power budget of
CPU cores for executing part of the work. Furthermore, the
optimal power allocation between the CPU and the GPU, as
well as between two programs, is affected not only by workload characteristics but also by the evaluation metric.
Fig. 6 shows the IPS and IPS/Watt improvements for the
15 workloads with the optimal power allocation. All numbers are normalized to the baseline case where the power
budget is almost equally distributed among the four CPU/
GPU groups with independent V/F domains. On average,
the optimal configuration improves IPS and IPS/Watt by

Fig. 6. Overall IPS and IPS/Watt for 15 multi-programmed workloads.
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TABLE 6
Optimal Power Allocation for 15 Workloads
Metric 1: IPS
P1

BFS (C)
BFS (C)
BFS (C)
HWT (C)
HWT (C)
HWT (C)
SRAD (C)
SRAD (C)
SRAD (C)
BFS (C)
BFS (C)
HWT (C)
KMN (M)
KMN (M)
NW (M)

P2

KMN (M)
HOT (M)
NW (M)
KMN (M)
HOT (M)
NW (M)
HOT (M)
KMN (M)
NW (M)
HWT (C)
SRAD (C)
SRAD (C)
HOT (M)
NW (M)
HOT (M)

P1 (Watt)

Metci 2: IPS/Watt

P2 (Watt)

P1 (Watt)

P2 (Watt)

CPU

GPU

CPU

GPU

CPU

GPU

CPU

GPU

17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40

39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
39.30
23.40
39.30

17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40

23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
23.40
39.30
23.40

17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40

16.80
16.80
16.80
16.80
16.80
16.80
16.80
16.80
16.80
16.80
16.80
16.80
12.60
12.60
12.60

17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40
17.40

12.60
12.60
16.80
12.60
12.60
16.80
12.60
12.60
16.80
16.80
16.80
16.80
12.60
16.80
16.80

9 and 24 percent, respectively. Thus, workload-aware,
asymmetric power allocation among processing elements
can improve IPS and IPS/Watt significantly.

5.4 Case Studies: Insight into Optimal Power
Allocation for Multi-Programmed Workloads
Fig. 7 shows the results of exhaustive search for three representative cases out of the 15 workloads (shaded in Table 6).
The X- and Y-axes show the power allocated to the two coscheduled programs, respectively. Note that we use five levels of power allocation for both CPU and GPU (as shaded in
Table 2). For the GPU there is one more V/F state available
(1.05 V/0.99 GHz) as discussed in Section 5.1. Hence, there
are 30 levels of power configuration for each program.
In our experiments, we scale only GPU V/F level and fix
the CPU V/F level to the lowest one since all of the benchmarks we use for evaluation have ample data parallelism to
favor the GPU. In other words, the GPU plays a dominating
role for overall throughput. Thus, we derive a heuristic
based on our observations, which sets the CPU V/F level to
the lowest so that more power can be allocated to the GPU.
This reduces the possible V/F combinations for each
program to be six, and total V/F combinations to be 36
for two programs. However, three combinations exceed the

1846

IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS,

VOL. 27,

NO. 6,

JUNE 2016

Case 3. KMN (M) versus NW (M): Figs. 7e and 7f show the
IPS and IPS/Watt curves for a workload composed of memory-bound programs together: KMN and NW. Although
they have similar performance characteristic (memorybound), we find that the optimal configuration for IPS falls
on the NW side. As expected, it is because marginal
throughput gain of NW is bigger than KMN. Accordingly,
allocating more power on NW is beneficial for IPS as well as
IPS/Watt. Note that, in general, IPS/Watt favors non-maximum configurations because of diminishing returns of
power efficiency as the allocated power budget increases. In
this case, we observe 13 and 30.7 percent gains of IPS and
IPS/Watt, respectively, over the baseline configuration.

6

RUNTIME DVFCS ALGORITHMS

6.1 Single Programmed Workloads
According to the analysis performed in Section 4, the basic
idea of the runtime DVFCS algorithm for single programmed workloads is to adaptively adjust the power efficiency between the CPU and the GPU through DVFCS such
that the overall throughput is maximized for a given workload. To develop a runtime DVFCS algorithm, we need to
answer the following two questions:


Fig. 7. Results of exhaustive search: (a) IPS and (b) IPS/Watt for BFS
versus KMN; (c) IPS and (d) IPS/Watt for HWT versus SRAD; (e) IPS
and (f) IPS/Watt for KMN versus NW.

chip-level power budget; hence only 33 combinations
(instead of 296 with varying CPU V/F settings) are possible
as illustrated in Fig. 7.
We use both IPS and IPS/Watt for performance metrics,
and all numbers are normalized to the baseline case (i.e.,
GPU at 0.93 V/0.64 GHz and CPU at 0.81 V/2.31 GHz). The
baseline case almost uses up the entire chip power budget
(96.4 W) and fairly allocate it between the CPU and the
GPU. In Fig. 7 the higher the number is, the darker the corresponding box is. A circle marks the optimal power configuration; the dotted line in each graph indicates a line of
uniform power allocation between the two programs.
Case 1. BFS (C) versus KMN (M): Figs. 7a and 7b show IPS
and IPS/Watt, respectively, when running BFS (computebound) and KMN (memory-bound) concurrently. As
expected, allocating more power to BFS improves both IPS
and IPS/Watt since BFS has a higher marginal throughput
gain to additional power allocation than KMN. The optimal
configuration improves IPS by 13.5 percent and IPS/Watt
by 28.9 percent over the baseline.
Case 2. HWT (C) and SRAD (C): Figs. 7c and 7d show the
IPS and IPS/Watt curves when running compute-bound
programs concurrently: HWT and SRAD. Although they
are all compute-bound programs, HWT is relatively more
compute-intensive than SRAD. Therefore, to optimize IPS,
more power budget should be allocated to HWT, which has
a higher marginal gain. For IPS/Watt, there are multiple
optimal configurations whose IPS/Watt numbers are almost
the same. We observe 8.7 and 22.6 percent improvements
over the baseline case for IPS and IPS/Watt, respectively.

What percentage of work should we assign to the
CPU and GPU, respectively?
 Which knob, DVFC or DCS, should we use first to
adjust power efficiency?
In this section, we, answer these two questions, describe
the proposed runtime DVFCS algorithm, and evaluate the
effectiveness of the proposed runtime DVFCS algorithm
using the detailed cycle-level simulator.

6.1.1 Optimization Solution Space Analysis
First, as shown in Fig. 3, the execution time of both the CPU
and the GPU scales linearly with the percentage of work
assigned for most benchmarks. This is because the input
data size is large enough; even 6.25 percent (1/16) of the
workload can fully occupy the computing resources
and thus its execution time is approximately equal to
6.25 percent of the execution time.
Due to this linear relationship, the optimal workload partitioning point for given V/F levels for the CPU and the
GPU, the number of CPU cores, and the number of GPU SMs
can be determined after each invocation of a kernel in the
main execution loop of the benchmark. Suppose the current
invocation assigns Xi% of the workload to the GPU and (100Xi)% to the CPU, and the CPU and GPU execution times are
TCPU and TGPU, respectively. Then, the optimal workload
partitioning point for the next invocation Xiþ1% of work on
the GPU can be calculated by simply solving Eq. (2):
TGP U 

Xiþ1
100  Xiþ1
¼ TCP U 
:
Xi
100  Xi

(2)

To obtain Xiþ1 as a function of Xi, TCPU, and TGPU, Eq. (2)
can be rearranged as follows:
Xiþ1 ¼

ðTCP U

TCP U  Xi
:
 TGP U Þ  Xi þ TGP U

(3)

JANG ET AL.: WORKLOAD-AWARE OPTIMAL POWER ALLOCATION ON SINGLE-CHIP HETEROGENEOUS PROCESSORS

1847

Algorithm 1. Runtime DVFCS algorithm for single programmed workloads.

Second, both the CPU and GPU are generally more
power efficient when operating at lower V/F. We plot
HotSpot’s execution time versus power efficiency ratio for
different numbers of CPU cores and GPU SMs in Fig. 8.
Each point represents one valid configuration (i.e., V/F of
the CPU and GPU, the number of CPU cores, and the number of GPU SMs) that satisfies the chip, CPU, and GPU
power constraints and delivers higher throughput than the
CPU-oriented configuration.
A similar trend is also observed in all other benchmarks. Therefore, we use the following strategy for our
proposed runtime DVFCS algorithm. When we need to
allocate less power to the CPU (or GPU), we lower its V/
F level first. If the V/F level is already at the lowest possible level but the power efficiency ratio still indicates
less power should be assigned to the CPU (or GPU), we
begin to turn off CPU cores (or GPU SMs). Similarly,
when we need to allocate more power to the CPU (or
GPU), we activate the disabled CPU cores (or GPU SMs)
first. Only after there are no more available CPU cores
(or GPU SMs), we begin to increase its V/F if we still
need to allocate more power to either the CPU (or GPU).
To set the V/F level and the number of CPU cores (or
GPU SMs), we apply a binary search method for the
given range of V/F levels and the number of available
CPU cores (or GPU SMs). To avoid a local optimum, we
run an additional iteration with fewer cores after the
V/F level is found to see whether or not we can obtain a
higher throughput with fewer CPU cores (or GPU SMs).
Because the solution points are not very close to the optimal point, it is unlikely that the runtime DVFCS

algorithm converges to a local minimum. Summarizing
the above discussion, Algorithm 1 shows our runtime
DVFCS algorithm.
Algorithm 1, which can be implemented as a part of a
runtime system (e.g., the OpenCL runtime layer), can be
invoked every time a kernel is launched. Once the throughput improvement converges, the algorithm no longer
changes the V/F levels, the number of the CPU cores, or the
number of GPU SMs. However, if the algorithm observes a
notable throughput change, it will begin to re-adjust the
V/F levels, the number of the CPU cores, and the GPU SMs.

6.1.2 Evaluation of Runtime DVFCS Algorithm
Fig. 9 plots the throughput from our cycle-level SCHP simulator for all the benchmarks based on four different configurations: (i) the GPU-oriented configuration, (ii) the
configuration selected by an exhaustive search method
(denoted by “Optimal DVFCS”), (iii) the configuration
selected by running the proposed runtime DVFCS algorithm
until it converges (denoted by “Runtime DVFCS”), and
(iv) the configuration selected by running DVFCS for only
three iterations (denoted by “Runtime DVFCS-3I”). The optimized configurations selected by DVFCS leads to 12 percent
higher throughput on average than the GPU-oriented configuration, while the optimal configurations after the exhaustive search is on average 13 percent higher; only the results
for BPR and SRAD using the proposed runtime DVFCS algorithm are slightly worse than using the exhaustive search.
Our experiment shows that our runtime DVFCS algorithm takes five to eight iterations (6.8 iterations on average)
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TABLE 7
Search Results with Runtime Algorithm 2
Metric 1: IPS
P1

Fig. 8. HotSpot’s execution time versus power efficiency ratio for
different numbers of CPU cores and GPU SMs.

to achieve the optimal DVFCS configuration for eight of the
12 workloads. Moreover, Fig. 9 shows that significant
throughput improvements are achieved after just three iterations, with an average throughput improvement of 9.1 percent. This indicates that the overhead of the runtime
algorithm is negligible considering that many GPGPU applications execute the same kernels many times for the same
size input set; for example, HotSpot and Heartwall repeat
the execution of the same kernel(s) for a specified time window and a specified number of frames, respectively.

6.2 Multi-Programmed Workloads
The results in Section 5 support our argument that workload-aware, asymmetric power allocation can significantly
improve the throughput and power efficiency for multi-programmed workloads. Thus, we describe runtime algorithms

P2

Predicted Actual

Metric 2: IPS/Watt

Miss Destination Actual # of
Iter.
Penalty
(%)

BFS (C)
BFS (C)
BFS (C)
HWT (C)
HWT (C)
HWT (C)
SRAD (C)
SRAD (C)
SRAD (C)
BFS (C)
BFS (C)
HWT (C)
KMN (M)
KMN (M)
NW (M)

KMN (M)
HOT (M)
NW (M)
KMN (M)
HOT (M)
NW (M)
KMN (M)
HOT (M)
NW (M)
HWT (C)
SRAD (C)
SRAD (C)
HOT (M)
NW (M)
HOT (M)

(L6, L4)
(L5, L5)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L5, L5)
(L6, L4)
(L6, L4)
(L5, L5)
(L5, L5)
(L4, L6)
(L6, L4)

(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L6, L4)
(L4, L6)
(L6, L4)

1.17
0.63
1.00
1.10
-

(L3, L2)
(L3, L2)
(L3, L3)
(L3, L2)
(L3, L2)
(L3, L3)
(L3, L2)
(L3, L2)
(L3, L3)
(L3, L3)
(L3, L3)
(L3, L3)
(L2, L2)
(L2, L3)
(L2, L3)

(L3, L2)
(L3, L2)
(L3, L3)
(L3, L2)
(L3, L2)
(L3, L3)
(L3, L2)
(L3, L2)
(L3, L3)
(L3, L3)
(L3, L3)
(L3, L3)
(L2, L2)
(L2, L3)
(L2, L3)

4
4
4
4
4
5
4
4
5
5
5
5
3
4
4

Average-

-

-

-

0.98

-

-

4.27

based on heuristics that find an optimal power configuration efficiently to maximize IPS and IPS/Watt, respectively.
Experimental results with the 15 multi-programmed workloads are summarized in Table 7. When searching for an
optimal IPS/Watt point, we assume the threshold value of
0.001 IPS/Watt and an initial configuration of the lowest V/
F point.
Algorithm to optimize IPS. According to our experiments,
an optimal configuration is always found on the perimeter
of the configuration space. More specifically, there are only
three distinct optimal points for all 15 workloads represented by the following pairs of GPU power levels for the
two programs P1 and P2: (GPUP1, GPUP2) ¼ (L6, L4), (L5,
L5), and (L4, L6), where L6 indicates the highest V/F level.
Depending on (1) which program is more compute-bound
and (2) how much different the two programs’ throughput
sensitivities to the allocated power budget, the system may
allocate more power to one program or the other; if their difference in throughput sensitivities is smaller than a threshold, both programs receive the same power budget (of
Level 5 since both programs cannot be on Level 6 within the
chip power budget). Note that the CPU power is always set
to Level 1 (i.e., the lowest V/F level) since our workloads
favor the GPU over the CPU.

Fig. 9. Normalized throughput comparisons using the detailed cycle-level simulator.
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algorithm. Again, as GPU power allocation dominantly
determines the program’s throughput, we only search for
an optimal configuration of GPU power while CPU is put to
the lowest V/F level. The algorithm starts searching at the
minimum power configuration and the measure power efficiency of the next power level for both P1 and P2. If one of
the two yields higher power efficiency, the system moves to
that configuration. The optimization loop continues iteration until all of the neighboring configuration points have
lower energy efficiencies than the current configuration.
Columns 6–8 of Table 7 show the results of searching optimal IPS/Watt points for 15 workloads. This algorithm takes
three to five iterations with an average of 4.27 iterations to
reach the true optimal power configuration for IPS/Watt
with 100 percent accuracy.

7

Algorithm 2. Runtime algorithms for multi-programmed workloads:
(a) IPS (b) IPS/Watt.

Algorihm 2a presents an optimization algorithm based
on runtime performance monitoring. As in Fig. 7, the runtime monitor measures the slopes of performance improvement when the power budget for GPU increases from L1 to
L6 for both programs. These slopes are denoted by SLOPE_P1 and SLOPE_P2 for the two programs P1 and P2,
respectively. If their difference is greater than a specific
threshold (denoted by THRESHOLD), the algorithm allocates more power budget to the program that has a higher
slope. This algorithm can be generalized to deal with multiple, Pareto optimal points along the perimeter of the configuration space by considering the amount of difference
between SLOPE_P1 and SLOPE_P2. Although the algorithm
finds an optimal configuration only once at program invocation, it can be also extended to deal with the phase behavior
of a workload over time. We can achieve this by monitoring
IPS periodically and triggering recalibration as needed, for
example. Columns 3-5 of Table 7 show the search results.
The 11 of 15 workloads reach the optimal points correctly.
For the remaining four non-optimal cases, average IPS loss
is only 0.98 percent.
Algorithm to optimize IPS/Watt. In many cases, the optimal
power configuration for IPS/Watt is placed near the minimum power configuration (i.e., the case of all L1’s). Therefore, Algorithm 2b implements a simple gradient search

RELATED WORK

Luk et al. proposed a technique that adaptively partitions a
given workload between the CPU and the GPU in a heterogeneous computing system to improve the overall throughput
of a heterogeneous computing system [8]. The execution
times of a given kernel on the CPU and GPU are estimated
based on a performance model trained by a profiling method
and the workload is partitioned between the CPU and the
GPU to minimize the total execution time. Wang and Ren
evaluated a workload partitioning algorithm to improve the
overall power efficiency of a heterogeneous computing system based on an Intel CPU and an AMD GPU [9]. Unlike our
study, in these two studies the target heterogeneous computing system is comprised of a CPU and a GPU that are two
separate chips. Therefore, sharing the power budget between
the CPU and the GPU was not considered.
Jeong et al. proposed an effective partitioning scheme of
DRAM bandwidth to optimize a pair of co-scheduled programs running on the CPU and the GPU, respectively [25].
The target workload contains a program with real-time constraints placed on the GPU. By dynamically adjusting the
priorities to access DRAM, the SCHP meets the real-time
constraints for the GPU program, and subject to that, maximizes the throughput of the CPU program. Kim et al. also
co-optimized CPU and GPU programs on an SCHP platform integrated with hybrid DRAM/PRAM-based main
memory [26]. Adriaens et al. advocate spatial multitasking
on GPU to allow multiple programs to run simultaneously
and maximize resource utilization [24]. Unlike our work
their proposal is to partition SMs on a single, discrete GPU.
Therefore, they do not take into account complex tradeoffs
in power budget allocation between the CPU and the GPU
on SCHP. There are recent proposals to support preemptive
multitasking on GPUs [27], [28] to execute multiple kernels
concurrently via traditional time sharing. Their primary
goal is to improve the responsiveness of high-priority kernels and quality-of-service (QoS). In contrast, this work
aims to maximize the system-wide throughput and power
efficiency by jointly optimizing power and workload allocation for both CPU and GPU.
Li and Martinez proposed a runtime DVFCS algorithm to
minimize the power consumption of a homogeneous multicore CPU under a performance constraint [14]. While producing near-optimal solutions efficiently via search space
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pruning, their algorithm does not take into account the heterogeneity of processing elements and complex power budget constraints imposed by modern SCHPs. Lee et al.
proposed a runtime algorithm that scales (i) the number of
active SMs and (ii) the V/F of both SMs and on-chip interconnects/caches to maximize the throughput of a homogeneous GPU under a power constraint [13]. Again, their
work targets the homogeneous GPU, but not SCHPs.
We target an SCHP and maximize the throughput under
a power constraint by exploiting different performance/
power trade-offs between the CPU and GPU. Furthermore,
our novel runtime algorithms improve the effectiveness of
the workload partitioning technique by jointly applying a
DVFCS technique to both the CPU and GPU. And, we support optimization for multi-programmed workload by taking into account per-program characteristics and evaluation
metrics. This allows the SCHP to utilize the power budget
more efficiently and flexibly, to achieve higher performance
for the same power budget.

8

CONCLUSION

In this paper, we consider an SCHP, in which CPU cores
and GPU SM groups have independent V/F domains and
CPU cores and GPU SMs have independent PG devices,
respectively. Since the CPU and GPU are on the same chip,
they share the chip power budget while each must satisfy
its own power constraint. Compared with the SCHP configuration operating at the nominal V/F levels, we first demonstrate that jointly optimizing workload and power
partitioning between the CPU and the GPU can improve
the throughput of single-programmed workloads by 13 percent. Second, we show that allocating power by considering
(i) per-program characteristics and (ii) evaluation metrics
improves the throughput (IPS) and power efficiency
(IPS/Watt) of multi-programmed workloads by 9 and 24
percent, respectively, compared with the baseline configuration, which allocates a fair share of hardware and
power resources to each program. Last, we propose effective runtime algorithms for both single and multi-programmed workloads; our algorithms can find an optimal
or near-optimal configuration within 5-8 iterations for
single programmed workload and within 3-5 iterations
for multi-programmed workloads, to achieve performance (both throughput and throughput/Watt) within
10 percent of that of the exhaustive search. While these
algorithms are demonstrated to work well for regular,
long-running data-parallel kernels, further research is
necessary to handle effectively short and/or irregular
programs (e.g., with complex phase behaviors), which we
leave for future work.
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